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Abstract

As mass storage technology becomes more affordable for sites smaller than
supercomputer centers, understanding their file access patterns becomes crucial
for developing systems to store rarely used data on tertiary storage devices such
as tapes and optical disks. This paper presents a new way to collect and analyze
file system statistics for UNIX-based file systems. The collection system runsin
user-space and requires no modification of the operating system kernel. The sta-
tistics package provides details about file system operations at the file level: cre-
ations, deletions, modifications, etc.

The paper analyzes four months of file system activity on a university file sys-
tem. The results confirm previously published results gathered from supercom-
puter file systems, but differ in several important areas. Files in this study were
considerably smaller than those at supercomputer centers, and they were
accessed less frequently. Additionally, the long-term creation rate on workstation
file systems is sufficiently low so that all data more than a day old could be
cheaply saved on a mass storage device, alowing the integration of time travel
into every file system.

1. I ntroduction

Physical storage devices have long been the slowest components of any computer system.
While disk and tape storage devices have improved in the last decade, their performance
has not kept pace with rapid increases in processor speed. This presents a challenge to
storage system designers because faster CPUs encourage both more and larger files, plac-
ing a higher demand on the file storage system. This problem has long been an issue for
supercomputer centers which have always had to manage huge quantities of datain large
files, but the recent advancesin CPU performance have brought traditional supercomputer
power to the desktop. With greater power comes more and larger files. System designers
must insure that workstation file systems can keep up with the increased bandwidth that
this change requires.

During the last decade, CPU speed has increased approximately fifty-fold, and semicon-
ductor memory capacities and speeds have also improved significantly. Typical worksta-
tion disk storage capacities have increased from tens of megabytes to several gigabytesin
the same time period. However, disk access speeds have only improved by a factor of
three [2]. The result is disks storing more and more data — being accessed more fre-
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qguently by ever faster processors — but with disk access and transfer rates only slightly
better than they were ten years ago. Current computers incorporate several semi-conductor
cache levels and use complicated caching policies to overcome this disk bottleneck [2, 3].
At the same time, file systems are being developed to make tape migration transparent to
users [4], and near-line tape robots continue to drop in price. Soon, it will be possible for

smaller computing centérgo use on-line and near-line tape systems — or some other
high capacity medium — to store files which are seldom used. Consequently, long-term
disk access patterns and storage requirements will affect more and more users, making the
study of these patterns increasingly important.

To study disk activity, we developed a system which allows administrators to collect file
system traces at the user-level without modifying the operating system kernel. Addition-
ally, the collection system can be run without tracing activity appearing in the traces. This
means that data can be gathered without the collection process directly influencing the
experiment.

This paper is organized into four sections. We begin by reviewing previous work by other
authors. Monitoring disk activity is not a new activity and was first done in the early
1980’s. Next, we discuss the data collection tools. These tools differ significantly from
previous tools used in earlier studies. The tools track file system activity at the inode and
logical filename level, providing detailed activity logs of file creations, deletion, modifica-
tions, etc. in a manner different from earlier studies. After discussing the tools, we analyze
several months worth of data the tools provided. This analysis provides some interesting
conclusions that reinforce earlier conclusions about file activity, and provide new insights
about file modifications. Finally, we discuss the direction of out future research, which is
centered on using the trace data we are collecting to drive a long-term storage and migra-
tion simulator.

2. Previous Wor k

Researchers have looked at disk or tape storage systems in the past. However, the nature
of computing changes continually, so storage systems need periodic, if not constant, study.
In the 1980’s, both Smith [5], and Ousterhaitital. [6] made detailed studies of file activ-

ity on computing systems. While their observations are still useful, some of the underlying
structure has lost relevance. For example, Smith primarily observed text-based user files
for thirteen months; the size and nature of today’s multimedia files, unforeseen when
Smith collected his data, are much different from the text-based files so common on sys-
tems 15 years ago. Ousterhout’s very detailed file traces were conducted over three to four
day periods at a fairly low level. While Ousterhout’s work is very useful, his traces were
collected over such a short time that long-term trends cannot be predicted from his data.
Baker’s distributed file system activity logs from 1991 [7] update Ousterhout’s work, con-
centrate on physical disk activity, and have the same short trace periods as Ousterhout's
traces.

Other studies, [8, 9, 10, 11] are directly applicable to supercomputing centers, but may not
apply well to smaller commercial and academic computing centers. Both the size and
number of files at supercomputing centers far exceeds “normal” computing activities;

more importantly, supercomputing centers usually have large tape libraries with tape



robots providing near-line storage for hundreds of terabytes of data files. In contrast, most
computing centers do not have tape robots and only use tape for archiving purposes.

Our work most closely resembles Strange’s disk studies from 1992 [12]. We collect much
of the same information as Strange, and in fact corroborate a good number of his findings.
However, the traces used for this paper cover twice the time period as Strange’s traces and
provide additional information that Strange’s did not.

We propose to study long-term file access and file usage patterns at both supercomputing
facilities and on “normal” file systems — expanding the work done by previous authors.
We begin our study of normal systems by examining workstation computing clusters and
updating the state of research on disk storage systems in a networked environment.

3. Tools

The most basic part of the system is a modified GNUd utility we callf t r ace. This
program collects information on all the files in a file system or directory. The information
includes the file’s inode number, size, name, access time, inode create time, modification
time, owner, and group. The file’'s name can be collected with or without the path, and
either scrambled with MD-5 for privacy purposes or represented as plain-text. For exam-
ple,/ INsBhKWReJ4/ 909JCYa7VFY/ 21 zA6T74FOM is an MD-5 hash of the plain-
text/ftrace/li b/ Makefil e. Using MD-5 to scramble full pathnames allows us to
protect privacy and anonymity on public systems while still studying file clustering and
access patterns.

The tracing program can be run any time, and if the output is placed into a directory or file
system that is not being studied, the tracing process is invisible to itself. Because this
information is collected on every file on the selected file system, a single trace can be
quite large. For example, a trace of a file system with 10,000 files using full pathnames
and MD-5 scrambling requires approximately one Mbyte of disk space to store the trace
data. However, by compressing the data, we can store traces in approximately 25% of the
original space until they are needed. The tracing program scans 200-300 files per second,
tracing 210,000 files in twelve to fifteen minutes.

We currently run this collection systemghtly on four active file systems in the Computer
Science and Electrical Engineering Department at the University of Maryland, Baltimore

County.2 The four file systems have a capacity of 7.5 GB and are used by the department’s
faculty and students and include many World-Wide—Web pages. The typical user on the
system compiles programs, writes papers, searches the World-Wide—Web, and sends elec-
tronic mail. Additionally, most users have their own World-Wide—Web pages, so the sys-
tem is also accessed by some off-campus users.

These file systems are mounted on a SGI Crimson machine with 208 Mbytes of RAM and
approximately 560 users. This central fileserver machine is accessed via the Network File
System (NFS) by approximately 150 other workstations or personal computers within the
department, as well as many dial-in connections. There are 17 other file systems mounted
on this SGI Crimson, with an additional 28 GB of storage. However, we chose the four
used in this paper as representative of the others when we began collecting the trace data.



The second part of the system takes two trace files sorted by inode number, compares

them, and generates a file containing only the differences, along with new file creations

and old file deletions. This program, called f di f f , dramatically reduces the tracing sys-

tem’s long-term storage requirements. If only three files out of 10,000 are used in a
twenty-four hour period, the difference file only has three lines — not 10,000 — one for
each file that has changed. Additionally, a line in the difference file does not necessarily
contain the same information as the original trace file — in fact, only when a file is created
or has its name changed ddeti ff keep all the trace information. Table 1 shows the
information kept byf di f f for the different types of file transactions. By keeping the first
day’s trace as a baseline along with the difference files, an accurate model of file system
activity can be built as all the subsequent transactions are retained.

By way of illustration, we developed a third prograrepui | d, which takes a trace file

and a difference file as input and uses these to “rebuild” the second trace file. For example,
if two trace files from period A and period B generate a difference fiteeGui | d uses

trace file A and difference file C to construct trace fil&RBbui | d serves two purposes.

First, it verifies thatfdi ff works correctly and saves all pertinent information.
Rebui | d also reduces the number of trace files that must be kept on the system, thereby
reducing the total collection system’s storage requirements.

File Activity StatisticsKept by f di f f
Access inode number, access and create times, size
Create inode number, last access time, inode creation time, last modification time,

size, userid, group id, file name

Deletion inode number, estimated deletion time, size, name

Modification inode number, last access time, inode creation time, last modification time,
new size, difference between old size and new size

Change in Owner inode number, inode create time, new owner number

Change in Group inode number, inode create time, new group number

NameAdd or Name | inode number, last access time, inode creation time, last modification time,
Delete (file move) size, userid, group id, file name, estimated deletion time (if applicable)

Change in inode inode number and inode create time. Keeping thisinformation is necessary
creation time only because some programs, notably t ar, can post-date files so their “birth date”
gets older between traces.

Table 1. File statistics retained by thef di f f program.

As mentionedf di f f uses an “estimated deletion time.” We estimate the file’s deletion
time because all we know is that the file was present during the first trace and absent on
the second — obviously it was deleted between the two traces. Exactly when the file was
deleted is unknown. To make the estimated deletion times more actuliatd, distin-
guishes between file deletions in which the inode is reused by another file and deletions
where the inode is not reused. If the inode is reused the deletion time is a randomly gener-
ated time within sixty minutes prior to the inode being reused by another file [13, 14]. On



the other hand, if an inode was not reused, all we know isthat the file was deleted between
the traces. In this case, atime is randomly chosen within the last 24 hours as the estimated
deletion time. As a variation, f di ff can aso place 90% of the estimated deletions
between 9 AM and 4 PM — normal working hours.

The last part of our collection and analysis package is the statistics program. This program
programs use the difference files to generate the statistics shown in Table 2. In addition to

File Activity Statistics Collected

Accesses, Creates Total number of files, total number of bytes, average size, standard deviation
(size), maximum size, minimum size. Produces histograms, grouped by file
size, of the number of accesses or creations.

Deletions Same as Access, with deletions where the i-nodes are reused tracked sepa-
rately from deletions where the i-node is not reused.

Modifications Same as Access with categories for files that are modified and increased in
size, decreased in size, or remained the same.

Modification Differences | Same as Access with categories for files that are modified and increased in
(Deltas) size or decreased in size. Tracks files by the amount of change. Produces a
two dimensional histogram of file size versus the amount of the modifica-
tion.

Change of Name, Owner, | Separate categoriesfor change of name (Unix mv) change of owner (chown),
or Group change of group (chgrp). Outputs the number of files only.

Long-Term Deletions Separate data is kept for overal deletions, files that were accessed before
deletion, files which were modified before deletions, how many timesindi-
vidual files were accessed or modified before deletion. Produces two dimen-
sional histogram by file size and days the file ‘lived’ before it was deletegd.

Inter-Access and Inter- Summary of accesses and modifications for the last 30 days. Two dimen-
Modification Period sional histogram by file size and how many days pass between file accesses
(or modifications) on individual files.

Files on System at Analy-l Summary of file system status at the end of the trace period. Produces ftwo
sis Completion dimensional histogram by file size and number of times files have been
accessed or modified. One dimensional histogram, by file size, of files that
have never been used.

Table 2. Statistics collected by the analysis program.

the four programs, we use two Perl scripts in the system. The first runs the file tracing pro-
gram nightly as &r on routine and maintains an activity log; the second automates run-
ning the differencing program on trace files.

Our statistics collection and analysis package for file systems has both strengths and
weaknesses. Ousterhout [6] noted that 80% of all file creations have a lifetime of less than
three minutes. Because the daemons, compilers and other programs that created these files
during Ousterhout’'s work still exist, so do the temporary files they create. Our system
traces are collected nightly at 10 PM when few users are active, so we miss most of these
temporary files that are created and deleted during the day. However, our collection sys-
tem is designed to gather information about long-term disk use and file system activity



and growth; temporary files that exist for less than three minutes will never be moved to
long-term storage and do not contribute to long-term growth.

The differencing program system also misses two other types of transaction. First, while

the system detects either a change in a file’s name or a modification to a file, if a file has
both its name changexhd is modified between traces, the system counts it as a file dele-
tion and a new file creation. This is because the modified file only retains the same inode,
owner, and group; everything else has changed. Our traces show that modifications occur
less frequently than many other transactions, and that name changes almost never happen.
As a result, we believe the combination of name changes and modifications happens infre-
qguently. Similarly, the system does not notice how many times a file is accessed or modi-
fied — only that an access or modification occurred and when the most recent one
happened. However, the only way to collect more detailed information is to either run the
tracing system more often or to change the operating system kernel and generate a large
detailed log file. Both of these options place a heavier load on the computer system and we
deliberately decided against doing either.

The collection system is very powerful despite these minor shortcomings. First, the sys-
tem does not require any operating system kernel modification. As a result, it can be runin
user-space, although the tracing program is ruroas so that all files can be traced. The
ability to trace either file systems or directories means that while the entire disk can be
traced, it also allows active file systems to be checked more often if necessary. Con-
versely, file systems or directories that receive little use or that are unimportant can be
ignored. The current system allows administrators to answer questions that often provide
daily headaches, such as “how many files are really being used?” or “are we using more
disk space because of larger files or more files?”

The collection and statistics package allows us to study many long-term disk activities.
We can catalog how many files on a system are used, and how often and how much these
files are used. When a file is modified the package monitors how much the file changed in
size. The package does have some shortcomings. Ignoring the temporary files observed by
Ousterhout and the exact number of file accesses or modifications per file make simula-
tions and measurements of short-term usage impossible. However, we feel the lower sys-
tem overhead and the ability to run the system as a user process without kernel
modification outweighs these two points, particularly for studies of long-term file system
behavior. Since the file traces we collect will run a mass-storage simulator, we do not care
about short-term access patterns; files that exist for seconds or have multiple accesses
within minutes have little affect on movement of data between disk and tape. Temporary
files will never be migrated to tape, hence we do not need to track of them. Similarly, the
number of times a file is accessed per day is less important from a storage migration point-
of-view — what matters in this case is whether the file was used at all.

4. Running the Collection System

The collection system has run without difficulty since we began using it in October 1996.
We currently trace four file systems with approximately 210,000 files. Tracing the four
file systems takes twelve to fifteen minutes, averaging 200-300 files per second; it takes
longer if the system has an unusually heavy work-load. The size of a trace file varies with



the number of files on the file system. However, all four trace files, with 210,000 file
entries, can be compressed to 5 MB of total disk space. These traces are stored on a sepa-
rate file system that is not traced.

The work of generating a difference file with f di f f requires the trace file to be uncom-

pressed, sorted, and compared with another trace file. How long this takes depends on the

size of the trace files and the processing machine’s speed and memory — it typically takes
between 30 and 60 seconds to process one day’s trace from each file system — with the
vast majority of the time spent uncompressing and sorting the original trace file. Process-
ing four months worth of traces from four file systems takes about 3 hours on our SGI
Crimson in a multi-user environment.

Finally, thest at s program uses only thedi f f difference files, which are very small
compared to the daily trace files. How long #teat s program takes to run depends on
how active the file systems are, how long a period is being examined, and the statistics
being generated.

5. Resaults

This section has three sub-sections. The first presents some of our findings about the over-
all system activity. The second sub-section shows daily file system activity during the
trace period. Finally, the last sub-section display our results about file activity by file size,
and file modifications by file size.

5.1 Overall System Results

Our initial analysis corroborates what earlier studies found, namely that most files are not
used very often. Figure 1 clearly shows that on a typical day, only 5,000 files — less
than 3% — are used on a system with 210,000 files.
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Figure 1. Average daily file usage by category (logarithmic scale).



Figure 2 shows the average daily number of files and bytes acted upon during the trace
period. The left side of Figure 2 shows that more than twice as many files are accessed
daily than are either created or deleted. It is interesting to note that file creations only
dightly outpace file deletions. Finally, only 360 files were modified in any manner on the
average day. Theright half of Figure 2 shows the number of bytes used daily by the differ-
ent file operations. Note that the relative ratio between files and bytes holds for file
accesses, creations, and deletions. However, while the number of files modified is one-
third the number of creations or deletions, the number of bytes modified exceeds the num-
ber of bytes for either of the other transactions.
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Figure 2. Average daily file system use.
Shown as the percentage of tota files or bytes on the system. Note that the relative
fractions of files and bytes in each category are comparable except for modifications.

Figure 3 is a breakdown of the average number of files and bytes modified daily — whether
the files increased, decreased, or remained the same size is also shown. This chart leads to
the conclusion that most modified files either grow or remain the same size, few files get
smaller, and those that do decrease in size are fairly small to begin with. You may also
conclude that modified files which remain the same size are generally small to begin with.
Finally, the majority of the bytes from modifications are in the category of ‘modified and
increased’ in size.

Figure 4 charts the amount of activity on the four different file systems. The file activity is

on the left of each file system category and the bytes are on the right. The two most active
file systems aré acul t y andgr ad3. An examination of Figure 4 shows that for these

two most active file systems, the ratio between file modifications and other actions
changes when bytes are used instead of files. This leads to the conclusion that the average
files being modified ogr ad3 andf acul t y must be larger than on the other two sys-
tems. Finally, theé acul t y3 file system is not very dynamic; it grew to 99% capacity
during the trace period and a study of its daily logs shows a continual drop in all file activ-
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Figure 3. Average daily modifications, grouped by type of modification.
Shown as the percentage of total files or bytes on the system.

ity as it approaches capacity. This activity drop occurs because professors are pack-rats.
When a faculty account fills up, the owner smply requests more space on other file sys-
tems. On along-term storage system with automatic migration, these accounts could eas-
ily be moved to tape.
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Figure 4. Total activity for the four file systems.

5.2. Daily Statistics

Daily statistics are also available, and some of these are shown in Figures5 - 7. The time
period for these three figuresisa 141 day period from 23 October 1996 to 12 March 1997.
Every Saturday is shown by a vertical bar in these figures and there is usually a corre-
sponding drop in activity.



A plot of either the number of files or the number of bytes for accesses, creations, dele-
tions, or modifications corroborates many of the conclusions from Figures 2-4. Specifi-
cally, that most file transactions are file accesses, that creations sightly outpace deletions,
and that file modifications lag behind the other categories in the number of file transac-
tions. This data is not plotted in this paper because the number of data points makes the
graph very difficult to read.

By adding together the byte increases from file creations and file modification increases

and comparing these numbers with the byte decreases from file deletions and file modifi-

cation decreases, you can visually see the “byte creep” on the four file systems. Figure 5
shows this long term file system growth. The cumulative number of bytes on the system in
Figure 5 appears to start out below zero because approximately 260 MB of data was
deleted on the first two days that traces were collected. Nonetheless, file creations over-
come this deficit within a month; by the time two months had passed, the system picked
up nearly 500 MB from where it was on the second day. A drop occurs in early February,

the beginning of a new semester. This February drop is from students and faculty deleting
the previous semester’s files and doing general ‘house-cleaning.’
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Figure 5. Cumulative daily file system increases.
Plot for a 141 day period from 23 October 1996 to 12 March 1997—vertical bar denotes Saturday.

Although not charted, a comparison of the number of bytes from file creations and dele-

tions with the byte amounts added and removed by file modifications reveals that modifi-

cations make very little change in the amount of space on the file systems. Our traces
show that modifications usually account for less than 5% of a file system’s growth or con-

traction. The vast majority of change in both the number of files and the number of bytes

on the file system comes from file creations and deletions.

Finally, Figure 6 shows the increase in the overall number of bytes on the system. The

lines in Figure 6 are fairly flat because the number of bytes added is small compared to the
number of bytes already on the system. The large spikes up in week 8 and down in week
18 do appear as small “bumps” in the ‘Total’ line, because many of the bytes added and
deleted during the spikes were larger than normal. A plot of the number of files on the sys-

tem shows less change because most of the files on the system were never used.
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Figure 6. Total bytes on the system during the observation period.
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However, plotting the total amount of activity on each file system provides more variance.

Figure 7 isaplot of all transactions on the file systems without regard to size. Thegr ad3

file system is the clearly the most active — proving that graduate students do most of the
work at a university. The most active days are in the middle of the week, and weekends
show a significant drop in activity.

14000

\
—%— Total
—

12000 —
1 faculty

] —— faculty3
10000 — v

—— grad2

8000 E —— grad3

Files

6000

4000 —

2000 ! f

Figure 7. Total system activity — all categories.
Plot for a 141 day period from 23 October 1996 to 12 March 1997—vertical bar denotes Saturday.

5.3. Activity by filesize

The statistics package also provides information on the file size the operations take place
upon. For example, Figure 8 shows the breakdown by file size of all the files on the four

file systems at the beginning of the trace collection process. This figure illustrates that on

our file systems, the preponderance of the files are small, generally less than 8 KB, with
the “less than 1 KB” category having the largest number of files.
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Figure 8. Total number of files on the system by size at the beginning of the trace
collection

Figure 9 shows the cumulative percentage of transactions by file size. Again, most trans-
actions occur on fairly small files of lessthan 8 KB. In most cases, 90% of al transactions
are done on files of less than 32 KB. The only transaction category that lags behind the
others is modifications, where 25% of the modifications occur on files that are larger than
64 KB.
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Figure 9. Total Transactions by file size.

Finally, one of the more interesting results comes from comparing the amount a file
increases when it is modified with the file’s size. Figure 10 shows this information. As
expected, most of the files modified are small files. However, the most striking item about
this figure is that the amount a file increases as it grows is very small, regardless of the



file's actual size. Most files increase in size by no more than 1 KB; in fact, file increases of
more than 8 KB are rare, regardless of the file’s overall size. A similar chart can be made
from plotting the file decreases with the file’s size. The only difference is that the majority
of the files that are modified and decrease in size is even smaller than those that increase.

Figure 10. Number of file modification increases cross-referenced with the modified file’s
size

By way of illustration, Figure 11 is a graph of the file modification increases for large files
only, shown as a cumulative percentage. There are six file size categories between 128 KB
and 8 MB. Regardless of the category, 90% to 95% of all file modifications add less than
64 KB to a file, 80% add less than 32 KB.

6. Observations

Our initial work allows us to make some observations about file system growth and activ-
ity. Some of these observations corroborate earlier research, while others are new. First,
file accesses occur more often than any other type of file transaction. An obvious implica-
tion is file accesses should work efficiently. For a mass storage system with nearline tape
storage, this means that files which are likely to be accessed should be on the disk system,
and if a file is on the nearline tape it should still be quickly accessible. Another observa-
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Figure 11. File modification increases for large files (shown as cumulative percentages).

tion in keeping with previous work is that most user files on a system are small, generally
lessthan 4 KB.

Next, agreat number of files are created and deleted every day. At least some of these cre-

ations and deletions come from the fact that many text and image editors make modifica-

tions by erasing the old file and creating a new one with the same name. In essence,
compilers do the same thing. However, this should not be counted as a file modification.

From the file system’s viewpoint, it truly is a file creation and a file deletion, and not a file
modification. At first glance, it may seem wiser to treat these transactions as a file modifi-
cations from a long-term storage point-of-view. Unfortunately, the long-term storage tape
may not have room to let a file grow by 4 KB.

A more telling observation is that comparatively few files are modified, and if they are
modified, the amount added to the file is very small — regardless of the file’s overall size.
This is a new concept for file system designers. It is generally assumed that if a large file
needs to grow, the amount of new disk space allocated for growth should be proportionate
to the original file's size. However, this does not appear to be true. Our initial work shows
that most modifications result in a very small file increase, regardless of the file’s original
size.

Given these observations, it is reasonable to assume that a file is more likely to be deleted
than modified; and if it is modified, a file will only increase by a small amount. Most
Importantly, means that file accesses should be the most efficient operations. The effi-



ciency for file creations and file deletions follow behind file accesses. Finally, file modifi-
cations do not have to be extremely fast or efficient operations because they rarely occur.

In keeping with the observation that file modifications do not need to be extremely effi-

cient, afile system that allocates more than one disk block at atime to agrowing file only

makes work for itself. For example, assume the following: A file system with 512 byte

blocks has afile larger than 256 KB that needs to increase in size. This type of modifica

tion happens fairy rarely; in our traces of 838,000 total file transactions there are only

23,619 modifications resulting in a file increase. Of these, only 3,278 — 0.39% of all trans-
actions and 13.87% of all modifications with increases — fall into the category of a file
larger than 256 KB needing to grow. Of these 3,278 modifications, 92.3% increase by less
than 32 KB. In fact, more than half of the files that are larger than 256 KB increase by less
than 4 KB, or just eight 512 byte blocks. in order to meet the file’s size increase, the file
system will need usually only need to allocate eight 512 byte blocks. If a file system auto-
matically allocates more than eight blocks based on the file’s original size, these excess
blocks have to be reclaimed later by the operating system. Automatically allocating disk
blocks or file extents based on file size becomes even more problematic with larger files
— 85% of all files larger than 1 MB increase by 32 KB or less.

Files that grow in size happen rarely enough that allocating blocks as needed will not usu-
ally make much difference to users. However, it makes file system design easier because it
reduces fragmentation and ‘garbage collection.’

7. Future Work

We are continuing to work on the file tracing system and are expanding both the number
and types of file systems we collect trace data upon. An important note for system admin-
istrators is that a computer system does not need tbtruace to use either the differ-
encing or the statistics programs. Data can come from other tracing programs or from
system logs, as long as the data is in the correct format. We are actively working with a
super-computing project that keeps detailed logs of the file accesses, there we will only
need to modify the format of the log file.

The next step of the project is to develop a mass storage system simulator which we will
then use to model different file migration strategies. The first part of the simulator will
generate better statistical information than we currently have. For example, we want to be
able to accurately display inter-reference periods and the number of times and ways a file
IS used.

8. Conclusions

We have developed a comprehensive set of tools that allow system administrators to mon-
itor long-term file system activity and growth. We do this by collecting periodic traces, as
unobtrusively as possible. The traces can then be analyzed for different types of activity.
The file differencing program dramatically reduces the amount of work the analysis pro-
grams must do. While the differencing program must sort every trace file, the resulting
difference file ismuch smaller than the parent trace file. This is particularly important
when long-term statistics are being stored.



In this paper, we have shown that most long-term file system activity is caused by file
accesses, with file creations and file deletions lagging behind. File modifications account
for little of the file system’s activity.

Finally, we have illustrated long-term growth on the file system, and accounted for the
source of this growth. File systems grow in size because of file creations, not file modifi-
cations. File modifications do not normally increase the size of the file by more than
32 KB. The fact that file modifications do not increase (or decrease) a file’s size by a large
amount may allow file system designers to change the way file blocks are allocated.

L A computing center has 30 or more workstations, with 30 GB or more of disk storage.
Obviously, the larger the computing center, the more cost effective storing seldom used
files on tape becomes. Similarly, what people using the computing center do also influ-
ences this decision. For example, a business could easily move old financial accounts to
tape, knowing they were accessible within a few minutes.

2 This was true when this paper written (May 1997). As of October, 1997, we collect data
from the UMBC Computer Science Department (8 file systems with 28 GB of storage),
the UMBC Computing Services cluster (9 file systems with 35 GB), a DoD installation (8

file systems with 4 GB), and a supercomputing complex more than fifty terabytes.
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